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STRATEGIC PLANNING The 
development of programs for games that 17268 
require strategic play — such as chess and 
checkers — has always been at the forefront 
of AI research 

HOT METAL Buying a printer for the 
Sinclair Spectrum can be a tricky business. 1761 
We give some handy hints 

DYNAMIC CONTROL The Control 
Program for Microprocessors, one of the 
earliest and most highly regarded operatin 
systems, is being increasingly implemente 
on home micros. We begin a new series that 
takes a detailed look at the program 
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THE PROLOGUE Onur introduction to a 
short tutorial course on PROLOG explores 
some of its fundamental logical concepts 

WRONG 

FROM PASSWORD TO PATTERN 
RECOGNITION A weekly glossary of 
computing terms 

PROGRAMMING PROJECTS 

FAIR EXCHANGE The purpose of our 
trading expedition is upon us: we must now 
barter our goods (if we have any left) with 
the inhabitants of the New World 

1266 

GRAPHICS REVOLUTION We conclude 
our exploration of ways to use the 12/6 
Commodore 64 operating system calls in our 
machine code programs. The 3-D graphics 
package we began last week is completed 

SETTING YOUR SIGHTS The 
construction of the digital tracer for the BBC | (4 
Micro is completed. Software to test and 
control the device will be given next week 
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Because the Sinclair Spectrum’s interfaces 
tend not to accommodate most printers, the 
only option for Spectrum owners has been 
the ZX Printer, not known for its endurance 
or print quality. We present here four 
alternatives for the Spectrum, as well as 
listing several major criteria to be 
considered when shopping for a printer. 

One of the first peripherals that computer owners 
consider buying is a printer, which will enable 
them to produce ‘hard copy’ listings of their 
programs. But for Sinclair Spectrum owners, there 
are a number of problems in choosing a printer. 
On the one hand, the Spectrum lacks any of the 
conventional interfaces that are generally used by 
printers, and on the other, Sinclair Research’s own 
ZX Printer, now discontinued, was noted for its 
messy print and a tendency for the copy to fade 
with time. Because Sinclair Research has chosen 
not to upgrade its printer, other manufacturers 
have produced budget-priced thermal printers of 
their own. Here, we examine some of these 
alternatives. 

PRINTERS FOR THE SPECTRUM /HARDWARE 

esd ea 

The Four Degrees 
Over the past few years a 
number of thermal printers have 
come onto the market. Although 
some machines, such as the 
Floyd 40 and the Alphacom 32, 
are dedicated especially for use 
with the Sinclair Spectrum, 
other machines, such as the 
Epson P40 and the Brother HR-5 
are intended for use with a wide 
range of home micros 
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Several basic considerations have to be borne in 
mind when shopping around for a_ printer. 
Primarily, of course, there is the cost — a 
consideration that often involves a lot more than 
just comparing price tags. There may be hidden 
costs, for example, that are not included in the 
price of the machine. A printer’s manufacturer 
may state that it is designed for a Spectrum, when 
in fact it requires an RS232C interface socket. 
Therefore, before the printer could be used, an 
Interface 1 extension (which connects an RS232C 
socket to the Spectrum) would also have to be 
purchased. 

HIDDEN COSTS 
Another hidden cost is printer paper. Many 
printers will only use paper specifically designed 
for them. For example, thermal-type printers like 
the ZX Printer itself require special heat-sensitive 
paper. Therefore, after paying for your printer, 
you will effectively be tied to the manufacturer’s 
whims, and the paper may be difficult to obtain 
and overpriced. 
When buying a printer, it is therefore essential 

to check whether the shop from which the device is 
sold keeps a regular supply of paper and other 
service items, and to know how much they are 
likely to cost. You should also enquire about 
servicing. Machinery having mechanical moving 
parts, such as the print head, is far more prone to 
failure than the electronic components and thus it 
is preferable to purchase your printer from a 
company with an efficient servicing department. 

Finally, there is the problem of software 
compatibility to consider. All printers are 
programmed to respond to codes (usually ASCII 
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HARDWARE/ PRINTERS FOR THE SPECTRUM 

characters) which tell them to perform certain 
functions like carriage return, number of 
characters per line and print size. Although many 
of these will be identical to those used by the 
Spectrum, this may not be true of every machine. 

Sinclair, like most other home micro 
manufacturers, has customised many of the 
ASCII codes for its own uses and, although the 
printer manual might indicate a code meaning one 
thing, it may mean quite another to the Spectrum. 
The solution here is to see the printer’s facilities 
running from a Spectrum before you buy. 

The same precautions apply to any software 
that you might wish to use. There is nothing quite 
so frustrating as command codes that operate 
quite happily from Basic but which cannot be used 
from within a particular word processing package. 
Thus you may find yourself in the unenviable 
position of having to SAVE your copy to tape or 
disk, switching off and reading the copy back as a 
sequential file in order to print it out. 

Having set several criteria for purchasing a 
printer for the Spectrum, let’s now look at some of 
the low-cost thermal printers that are available. 
Among the printers shown, the cheapest is the 
Alphacom 32. It is also the machine that most 
closely resembles the ZX Printer. The founts used 
are like those of the ZX Printer and, as with the 
Sinclair machine, it can only print a maximum of 
32 columns. 

For some reason, the manufacturers have 
chosen to equip the Alphacom with its own power 
supply. The addition of this extra box and 
accompanying wires is unnecessary, especially as 
the Spectrum’s expansion bus has a 9v supply, and 
this should be sufficient to run a thermal printer. 

The construction of the Floyd 40, from Shiva 
Marketing, appears to be somewhat flimsy. The 
casing bends fairly easily and the roller on which 
the reel of paper is held is merely a thin wooden 
dowel. That said, however, the machine is a 
marked improvement over the Alphacom. 

Power is drawn from the expansion bus of the 
Spectrum and so there are no extra boxes needing 
to be attached. The Floyd 40 also uses white 
paper, which makes the black print much more 
legible. What really sets this machine apart from 
the Alphacom and the ZX Printer, however, is 
that it accepts a number of control characters that 
can alter the output to the printer. 

These characters are sent to the printer via a 
normal LPRINT command followed by quotes. The 
control character itself is enclosed in exclamation 
marks, informing the printer not to print it because 
it is acommand. For example, the line LPRINT “!H!” 
will order the Floyd 40 to print in double-height 
characters. Issuing the command a second time 
cancels the formatting. 

Other facilities that are available include 
graphics characters, wordwrap, double-width and 
inverted format. The five by seven-pin print head 
produces attractive pictures in graphics mode and 
the print format is as good as many other machines 
costing twice as much. Although fairly slow, the 
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only real drawback to the system is that it is 
restricted to an 80mm (33in) width roll of paper. 

The third machine shown is the Epson P40, 
which is sold in two basic versions covering the 
main printer interface types. The P40S is a serial 
version with an RS232C socket, whereas the P40P 
has a Centronics parallel port on the back. 
However, as the Spectrum has neither of these 
fitted as standard, you must buy either an Interface 
1 or one of the many other interfaces on the 
market. 

There is a problem in that the RS232 socket 
supplied by Sinciair on the Interface 1 is a non 
standard seven-socket D connector. The manuals 
for the P40 and the Interface 1 will show you 
which way the pins should be positioned and from 
there it is a simple soldering job. If, however, you 
are averse to using soldering irons, it’s perhaps 
better to buy one of the third party interfaces that 
are available. Kempston, for example, provides 
interfaces that plug into the back of the Spectrum 
as well as standard connections for both RS232 

and Centronics devices. 
The Epson P40, despite its relatively small size, 

can print in either 40 or 80 column mode. The 
machine can also make use of a wide number of 

escape codes that are available on the larger 
devices in the range. Of course, the Spectrum does 
not have an Escape key per se so that the codes 
would have to be sent as ASCII codes in the 
format CHRS(27);“E”; (where CHRS$(27) represents 
the ASCII Escape character) which tells the P40 to 
set emphasised mode. 

The P40 can also perform a number of other 
operations, such as altering the character set, 
entering bit image mode (which allows you to 
create your own characters) and condensed mode. 
Apart from these alterations, which can be 
performed from software, there are also DIP 
switches, enabling you to set the parity and 
standard number of print columns. 

Because the P40 carries the prestigious Epson 
brand name, you can feel quite assured that there 
will be sufficient support around for some time to 
come. The only major drawback is that it costs 
almost £100, so that once you have bought an 
interface (for another £60 or so) the cost of the 
printer system begins to exceed the cost of the 
computer itself. 3 

Unlike the other printers featured here, the 
Brother HR-5 can use either thermal paper or, if it 
is fitted with a ribbon, normal paper. Another 
advantage of this machine over the others is that 
the carriage can accept A4-sized paper and so can 
be used for letters and other standard word 
processing applications. The additional width 
allows the Brother to print up to 132 characters 
per line. 

Like the Epson machine, the HR-5 makes 
extensive use of Escape codes to format its 
printing, and is thus able to produce a wide range 
of characters, international founts and other 
formats. It is also nearly silent in operation. 
Another similarity the Brother HR-5 shares with 
the Epson is that, unfortunately, the machine is 
fitted with either a Centronics parallel interface or 
an RS232C socket. Once again, you would 
therefore have to buy a suitable interface in order 
to run the printer from a Spectrum. Apart from 
this, the quality of the output is excellent. 

In choosing a printer, problems occur only if 
you decide to buy a machine whose capabilities 
extend beyond those of the machines custom-built 
for the Spectrum. The Alphacom and the Floyd 
40 have the advantage of simply plugging into the 
computer and will accept normal Spectrum 
commands like COPY, but their capabilities are 
really just limited to listings. 

Printers higher up the price range, with a wider 
choice of applications, are designed to work with a 
variety of different machines, will not be 
customised to work with the Spectrum, and so will 
not be as friendly. Until someone comes up with a 
high quality printer designed specifically for the 
Spectrum, you will, unfortunately, have to adapt 
the printer to the computer. 
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) for goods suitable for trading. The first two 
elements represent medicine and guns, which are 

| unsuitable and are therefore not checked. Should 
there be any knives, salt, cloth or jewels remaining, 
you will be told that the chief is ules to offer 
pearls, carvings and spi hb 
all four eler 

. which ther numl per 
\ the chief's message 
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amount of pearls offered for each item in the loop, 
multiplying the quantity of your exchangeable 
goods, OA(T), by the exchange rate set in array 
EQ(,). Because the loop is set at 3 to 6, 2 must be 
subtracted from T to synchronise it with the 

e provisions in EQ(,), which 

i re 

-eX changed 000s, 
a 

: y stored: in he 

ray AO(). After the newl obtained merchandise _ 
~ has: been recorded’ in AQ(), the loop returns, i | Rep 

necessary, to the start. When’ all the goods have _} an 
| been preter’ fir ceases 4 and | you will be~ . 

ple e the e game ee se ing the final sections 
that will involve you with a local insurrection 
before sailing home and selling your newly 
acquired goods, hopefully to make sufficient profit 
to justify your voyage. 
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STRATEGIC 
PLANNING 
The Sandal concepts behind chess- 
playing programs generally involve search 
Strategies such as those we covered on page 
1241, especially tree-search methods. As we 
continue our examination of AI, we delve 

| 

into the mechanics of programs that can 
‘look ahead’ and determine the _ best 
possible moves in games requiring strategy. 

The phrase’ computer game’ conjures up an image 
of zapping aliens in deep space or troll-bashing in 
subterranean caverns — but it was not always so. 
In the early days of computing, some of the 
pioneers of computer science — including such 
notables as Claude Shannon, John von Neumann 
and Alan Turing — devoted their efforts to 
programming a computer to play chess. 

Chess was viewed as the intellectual game par 
excellence, and a successful computer chess 
program was regarded as the supreme test of a 
machine’s intelligence. Today there are computer 
systems, such as Belle and the Cray Blitz, which 
play at the level of international masters, though 
few would claim that these machines think. Even 
so, chess and other games of mental skill provide 
the ideal arena for testing theories of strategic 
planning — open competition. 

Most programs that play games of skill rely on 
tree-searching techniques, rather like those 

| described on page 1241, but modified to take into 
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Most intelligent chess programs have the ability to ‘look- 
ahead’ a number of moves in the game to assess which 
of the next possible moves is the best. Computers can 
do this by constructing and searching a game tree. In the 
early days of Al research, the ability of a computer to 
play chess was considered to be the ultimate measure of 
machine intelligence 

account an adversary. The fundamental idea is 
that of ‘look-ahead’. The program builds a game 
tree by considering its own moves, looking at the 
counter-moves available to the opponent, looking 
ahead to its responses to those and so on. 

The game tree diagram shows the look-ahead 
tree for an imaginary two-person game. The root 
of the tree is the current position, with MAX ready 
to move. The terminal nodes, or leaves, are 
endgame positions. The tree is used in selecting 
which move to make by a procedure known as 
‘minimaxing’, which was first clearly stated in 1949 
by Claude Shannon. It works by first assigning 
numeric values to the terminal nodes — say one 

- for a win, zero for a draw and negative one for a 
loss. These values then combine as we work up the 
tree, on the assumption that the player (MAX) 
always picks the largest while the opponent (MINI) 
always chooses the smallest, to produce values for 
higher nodes. 

In this example, the value of the root is 0, 
indicating that the game will be drawn (provided 
that neither side makes a mistake). The correct 
move at the top level is thus M1, M3 or M4, but not 
M2. The rules that govern the branching and 
generation of node values are determined by the 
rules of the specific game. Only in trivial games, 
like noughts and crosses, is it possible to grow the 
entire game tree nght to the end. Chess, for 
example, has a ‘branching factor’ of about 32 — 
meaning there are approximately 32 legal moves 
at any position. To look ahead ‘four-ply’ (two 
moves by each side) would lead to over a million 
terminal nodes. This ‘combinatorial explosion’ 
means that chess-playing programs cannot look 
ahead to the conclusion of the game. 

Instead, most game programs look as far ahead 
as they can and evaluate the positions found there. 
To do so requires a method of assessing how 
favourable or unfavourable the leaf nodes are, 
even if the true result is not known. This is usually 
called the ‘static evaluation function’, and it 
necessarily introduces imprecision because it is 
only an estimate of the final outcome. 
Nevertheless, the rationale in looking some 
distance ahead and using an imperfect evaluation 
function 1s that it will be applied closer to the end 
of the game, and more likely be a better estimate 
than it would be with no search at all. 

Taking draughts, or checkers, as an example, we 
might devise a very simple four-term evaluation 
function based on: 

K King advantage 
P Piece advantage 
M Mobility difference 

es aw 

= 
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C Centre control 

These attributes can be computed by examining 
the game board. For example, K = WK — BK where 
WK is the number of defending kings and BK 
represents the number of opposing kings. 

The other features reflect several facts: it is 
better to have more pieces than your opponent 
(the loser ends up with no pieces); it is useful to 
have more moves available; and the central 
squares in checkers, as in chess, are more valuable 
than edge squares. The program must somehow 
combine these quantities into an overall score. 

Assuming we decide that a king (kK) is three 
times as valuable as an ordinary piece (P), an extra 
piece is worth two and a half additional moves (M) 
and a spare move is twice as good as controlling 
one more central square, our evaluation function 
would then be: 
V=15K+5P+2M+C 

(Integer weightings are typically used for speed of 
calculation.) 

This, however, is a very crude evaluation 
function. In contrast, Arthur Samuel’s classic 
checker-playing program of the early 1960s 
employed up to 25 parameters. The coefficients 
here are rather arbitrary as well. Part of the fun in 
devising game-playing programs lies in tuning 
such weightings to achieve a good balance. One of 
the fine points of Samuel’s program was that it 
adjusted its own weightings automatically, which 
was a rudimentary kind of learning. 

The idea of giving numerical values to game 
features and combining them in a weighted sum to 
estimate the value of any position has proved its 
worth over the past 30 years. The evaluation 
function plays a similar role to that of the heuristic 
distance measure in problem-solving by search, 
discussed on page 1241. 
A program that simply looks ahead a fixed 

depth and evaluates the terminal nodes that have 
been found will run into trouble. This is because 
some game positions are ‘quiet’ while others are 
highly ‘unstable’. In chess, the state of play after a 
capture or pawn promotion is likely to be unstable: 
a recapture may take place on the very next move. 
If this takes place one ply beyond the program’s 
‘horizon’, the evaluation will be seriously 
misleading. 

To reduce this effect, most programs do not 
have fixed-depth look-ahead. They have a 
measure of ‘quiescence’, which indicates whether 
a position may be reliably evaluated. If the 
position is not safe to evaluate, the search is 
pushed further ahead. In chess and checkers, this 
entails examining comparatively long capture 
sequences. 

The alpha-beta algorithm first appeared in 
Greenblatt’s MacHack program of 1967. It isa 
refinement of basic minimaxing and gives the 
same result but with far less effort. The diagram 
on the following page shows part of a game tree 
between two players called MINI and MAX. 

The letters against each node (A to L) show 

the order in which the tree is examined, using a 
depth-first procedure; the numbers are 
evaluations. The single strikes mark what are 
known as ‘alpha cutoffs’ and the double strikes 
denote ‘beta cutoffs. These prune away 
branches that cannot affect the end result. 
An alpha cutoff occurs at node E, which 

never needs to be evaluated, and nor will any of 
its descendants, if it has any. We know by the 
time we reach node E that node C obtains a score 
of 15, but at node D the opponent can force us 
down to 10. There is no point in finding out if we 
can be forced even lower as this route is 
obviously less desirable than the route through 
node C. Thus node F’s other descendants can be 
eliminated from consideration. 
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This chess game forms part of a series in which the world’s 
most powerful computer chess program, the Cray Blitz, was 
beaten 4-0 by David Levy of Intelligent Software following a 
$5,000 wager between Mr Levy and the Blitz’s programmers. 
Although the program has achieved a National Master chess 
rating, the game shows that a lot of work still needs to be done 
before computers can pose a Serious challenge to the world’s 
top human players 

~The same reasoning applies in reverse at 
node |. By the time we get there we know that G 
yields a score of 20. Node H, with 25, looks 
better, but MINI — not MAX — chooses between 
nodes G and J, and will clearly prefer G. There is 
therefore no need to see if | 1s even more 
inviting, since MAX will never be allowed to get 
there. 
We can put these ideas in terms of a family 

tree. MAX is a male chauvinist who thinks that 
node C, for example, is the uncle of nodes D and 
E, which are both sons of the same father. MINI, 

on the other hand, is a feminist, and as far as she 
is concerned, G is the aunt of the sisters H and |, 
whose mother is J. As long as you are not 
troubled by nodes changing sex at alternative 
plies, this analogy will let us explain the alpha- 
beta rule quite concisely: 

@ As soon as MAX finds a son that is worse than 
any of his uncles, he ignores that son’s 
remaining brothers. 
@ As soon as MINI finds a daughter that is better 
than any of her aunts, she ignores that 
daughter’s remaining sisters. 

At best, the alpha-beta algorithm only twice 
examines the square root of the number of tip 
nodes in the game tree, compared to simple 
minimaxing. At worst, it looks at just as many, 
and slightly more slowly. To avoid the first of 
our two cases, it is important to generate the 
brothers and sisters at each level in a sensible 
order. At maximizing levels they should be 
generated best-first and at minimizing levels 
worst-first (best-first for the opponent). 

THE NUMBERS GAME | 
To illustrate the important concepts of tree- 
searching, we present an artificial game that 
comprises almost pure search techniques. This 
means that the details of board representation, 
move generation and static evaluation (which 
are crucial to the success of any real game 
program but which are also game-specific) do 
not obscure the essential simplicity of the 
alpha-beta procedure. 

There is neither a board nor are there any 
pieces: the state of the game is described 
completely by a single number, held as V%. The 
object of the game for the computer is to raise 
the value of V% to 255, and for you to make it 
less than -255. 

On each turn the player can choose between 
applying one of four functions (A, B, C, D) listed on 
lines 1030 to 1060. You can alter them to create 

Se 



different versions of the game, such as making it 
more difficult for the computer. 

The game is trivial but it illustrates the search 
strategy uncluttered by extraneous details. In 
addition, it is highly mathematical, so the 
computer has an in-built advantage. The alpha- 
beta minimaxing relies heavily, in this version, on 
the use of recursive functions with parameters and 
local variables. The parameters are as follows: 

The Numbers Game 
REM KR RRR RRR KERR EEE EKER KEEKEEKEK KKK 

a REM. ** Listing .3..1:: 7s 
12 REM ** THE NUMBERS GAME -* 
3 REM KREKKKKEKKKKKEKKEKKKEKKKKKEKKKKKEKKEKEE 

50 MODE 7 
100 REM -- Game to demonstrate search: 
120 GOSUB 1000 REM initialization 
130 GOSUB 1600 REM instructions 
150 REPEAT 

160 GOSUB 2000 REM prepare new game 
170 INPUT "Who goes lst (l=You, 2=Me) ", H1$% 
180 TE. HaS<l: OR HiS>2 THEN GOTO 170 

200 REM =— main loop: 
210 REPEAT 

220 IF H1l%=]1 THEN GOSUB 3000 

230 REM -- person's turn. 
240 GOSUB 3500 REM board display 
250 Hit¢=1: : REM always l-eiter-lst cyebe 
260 GOSUB 4000 : REM test for win 
270 IF: EG%=0 THEN GOSUB 5000 

280 REM -- computer's turn. 
290 GOSUB 3500 REM show game status 
300 GOSUB 4000 : REM test for endgame 
31:0 UNTIL EG%<>0 OR M%>33 

320 REM -- finale: 
330. GOSUB 6000 REM congratulations 
340 PRINT "Another Game (N=No) "; 
350 YS=GETS 
360 UNTIL YS="N"-OR YS="n" 

365 PRINT 

370 PRINT’ "So-Long;and-thanks:for the game!" 
400 END 
444 ; 
500 DEF FNmaximove(VV3%,A%,B%,D%) 
505 REM. ==3-S=--== ny “CurE: 
510 LOCAL P%,E%,KEEP% 

515 IF D%>=MD% OR ABS(VV%)>HI% THEN =VV% 

REM static value 
520 REM else go deeper: 
525 Ps=0 

530 REPEAT P%=P%+1 

535 H%=P%: V%=VV%: GOSUB 5500: REM make move 

536 _IF D%=l THEN PRINT CHRS(H%$+64);" = "; 

540 E%=FNminimove(V%,A%,B%,D%$t+1) 

545 IF ES>A% THEN AQ¥=E%: KEEP%=P% 

548 IF D%=l THEN PRINT ES;"; *; 

550 UNTIL P%>3 OR A%>=B% 

555 IF A$>BV% AND D%=l1 THEN BV%=A%: HH&¥=KEEP% 

REM keep best so far. 

=A% 
REM return with max A% 

DEF FNminimove(VV$% ,A%,B%,D%) 

REM other's turn: 

LOCAL E%,P% 

IF D%>=MD% OR ABS(VV%)>HI% THEN =VV% 

P%=0 
REPEAT P%=P%$+1l: H%=P% 

V%=VV%: GOSUB 5500: REM make move 
E%=FNmaximove(V% ,A%,B%, D%+1) 
IF E%<B% THEN BS=E% 

UNTIL P%>3 OR BS%<=A% 

=BS 
REM returns with lowest value B% 

999 : 

REM -- initializing routine: 
BLo-"" 
@s=4 
REM -- the 4 functions: 
DEF FNA(X%)=2*X% - 7 

DEF FNB(X%)=xX% DIV 2+ 1 

DEF FNC(X%)=-4*xX% + 17 

DEF FND(X%)=3*X% - 4 

LOS==255: HIt=255 

RETURN 

REM -- instruction routine: 

VV% Current game state 
A% 
B% 

Alpha-best so far at this level 
Beta-worst so far at this level 

D% Depth indicator 

As the program involves recursion, we include 

1610 
e200 
1630 
1635 
1636 
1640 
1645 
1650 
1660 
167-0 
2000 
2010 
2020 
2050 
2060 
2100 
ZO 
3000 
S010 
3020 
3030 

only a BBC asic version here. A non-recursive 
version for Commodore 64 and Spectrum owners 
will be given in the next instalment. 

CLS: 

PRINT 

PRINT 

PRINT 

PRINT 

PRINT 

"Welcome To The Numbers Game!" 
"If you don't know the rules," 
"READ.THE ARTICLE! ™* 

"N.B. I maximizess—you Minimeze.” 
PRINT "To see the effect of a move type:" 
PRINT “A, By-¢, or Dy "TO-mMake? 1e5- "type xX.” 
PRINT : PRINT "Good Luck!";CHRS(7) 

RETURN ; 

REM -- Preparation routine: 
M%=0 : REM moves 

V% = RND(15)-8 : REM initial state. 
EG%=0 
PRINT' "Initial state = 

RETURN 

"Ve 

REM -- Person's Move 

M$ =M$+1 

PRINT 

REPEAT 

PRINT 

HS=GETS: 

If Ho="7A" 

IF HS="B* 

"Your mave. is ? “s 

PRINT HS; 
THEN PRINT FNA(V3$): 

THEN PRINT FNB(V3$%): 

IF HS="C" THEN PRINT FNC(V$%): 

IF HS="D" THEN PRINT FND(V3): 

UNTIL HS="x" 

GOSUB 5500 REM 
RETURN 

H3=1 
H%=2 
H%=3 
H%=4 

do choice H% 

REM -- board display routine: 
CLS 3. PRINT 

PRINT " Move ":M%;" 

IF M%<l THEN RETURN 

PRINT CHRS$(64+H$%) ; 
PRINT " = "3V% 

RETURN 

--> " e 

REM -- Win-test Routine (on MS): 
IF M%<l THEN RETURN 

EG%=0 

IF V%<LO% THEN EG%=-1 

IF V%>HI% THEN EG%=) 

RETURN 

REM -- Computer's Move Routine: 
W%=V% REM save current status. 

M$%=M$+1 

MD%=6 : REM max depth 
IF M%<4 THEN MD%=4 

IF M%>8 THEN MD%=8 

GOSUB 5200 : REM --> H% 

V%=W% : REM restore status. 

GOSUB 5500 : REM do it. 

RETURN 

REM -- Move Selection: 
BV%=LO% D%=0 

BV%=FNmaximove(V%,L0%,H1%,1) 

H%¥=HH% 

PRINT'"Press any key to go on: "; 
C%=GET 

RETURN 

REM -- Make-move Routine (H% : V3%): 

ON H% GOTO 5510,5520,5530,5540 
V%=FNA(V%): RETURN 
V%=FNB(V%): RETURN 
V%=FNC(V%): RETURN 
V%=FND(V%): RETURN 

REM -- Congratulations Routine: 
PRINT "GAME OVER!" 

TF EGS>0°THEN: PRINT “I- won itl!" 

IF EG%<0 THEN PRINT "Well done!" 

IF EG%=0 THEN PRINT "Game drawn" 
RETURN 
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THE PROLOGUE 

LIZ HEANEY 

First-order predicate logic, which 
IS uSed in PROLOG, IS very Similar to 
the way in which we solve most 
everyday problems and therefore 
makes the language both useful 
and friendly. We begin here a 
series On PROLOG by outlining the 
structure of the logic we'll be 
dealing with, as well as looking at 
the origins of the language. 

It seems a long time ago since the 
Japanese declared they would change 
the course of computer technology by 
pouring money and research effort into 
their Fifth Generation computer 
project. Perhaps one of the most 
significant decisions they made at the — 
outset was to use the little-known 
programming language PROLOG as the 
‘core language’ of the high- 
performance, intelligent database 
machines that they foresee. 

PROLOG is an acronym for 
‘programming in logic’ and is a good 
but imperfect realisation of that ideal. 
But why is it desirable to program in 
logic at all? There are many logics that 
can be used to describe the world and 
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aspects of it. Some you will be familiar 
with, such as mathematics, while others. 
can seem quite esoteric, like certain 
philosophical doctrines. First-order 
predicate calculus is a logic rather like 
the one we use in everyday thought and 
discussion, although it has its own 
notation and certain restrictions. A 
predicate is best thought of as a 
relationship between things. In the 
sentence ‘John likes Anna’, the 
predicate is ‘likes’. We could write this 
as ‘likes (John, Anna)’, which is less 
readable but clearer as to which is the 
predicate and which are its arguments. 
To say that John is male, we could write © 
‘male(John)’, where ‘male’ is a 
predicate taking one argument 
(‘John’). Similarly, ‘female(Anna)’ 
means that Anna is female. 

What we have here are simply 
declarations of fact, but we can extend 
the logic to show how some facts imply 
others. Using predicate logic, we can 
describe the world in terms of facts and 
implications and use our description to 
deduce new facts from the old ones. 
We do this by introducing variables. 
Logic variables are much the same as 
those you may be familiar with in BASIC 

or some other programming languages, 
except their scope is limited to the 
clause (fact or implication) in which 
they appear, rather than the whole 
collection of clauses. This means that 
the John who likes Anna could possibly 

| bea different John to the one who is 

male. 
We could now write a fact such as 

‘female(X) — likes (John, X). The 
arrow means ‘implies’ so we can read 
this as a rule that states ‘the fact that X 
is female implies that John likes X’. In 
more usual English, the rule reads 
‘John likes X if X is female’. This rule is 
an example of a particular kind of 
clause in the predicate calculus called a 
horn clause. Horn clauses have a 
statement as their head (the 
consequent), which is true only if all the 
statements in the body (the 
antecedents) are true. 

AifBandC and D 

is a horn clause with the head A and the 
body B, C and D. A simple fact can be 
seen as a consequent with no 
antecedents and is assumed to be true. 

PROGRAMMING IN LOGIC 
With logic we can express the program 
we wish to write as a collection of facts 
and rules that describe the things we 
are interested in. This description is in a 
form fairly similar to the way in which 
we actually conceive the problem. To 
‘run’ our logic program we try to prove 
the truth or falsity of some statement. If 
the statement is a simple fact then we 
can assume it is true without further 
effort. If it is the consequent of some 
rule, then we must set about proving 
the truth of all its antecedents before 
we can Say it is true. So, if we want to 
know whether John is male, we try to 
prove the statement “‘male(John)’, 
which we know is true because it is a 
fact we already have. If we want to 
know whether Anna likes John, we 
need to first prove the statements 
‘male(John) and ‘likes(John,Anna)’. 

PRoLoG was developed at the 
University of Marseilles in the early 
1970s by A. Colmerauer, based partly 
on the work of Bob Kowalski who is 
now at Imperial College, London. It 
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uses only the horn clauses of predicate 
_ logic and a notation similar to the one 
we have just shown. The whole of the 

_ predicate calculus could have been 
implemented, but PROLOG, like any 
programming language, isa 
compromise between computational 
efficiency and expressive power. Much 
research is being done to fine-tune this 
balance, although PROLOG in its present 
form appears quite stable. 

The nearest thing to a standard 
PROLOG Is a version known as DEC-10 
PROLOG (because it was first 
implemented on a Digital Equipment 
Corporation mainframe) and the 
PROLOG user’s bible is a book by 
Clocksin and Mellish called, simply 
enough, Programming in PROLOG, 
which describes this standard and gives 
much practical detail besides. Almost 
all current PROLOGS , including 
C-PROLOG, are modelled on this 
standard, although flavours and 
dialects abound. For the micro, there 

are two front-runners: the version from 

Expert Systems, which is very close to 
_ the standard, and Micro-PROLOG from 
Logic Programming Associates which, 
although popular, differs considerably 
in its syntax and internal structure. 

PROLOG implementations use a lot of 
memory and for this reason do not fit 
very comfortably into anything much 
smaller than a micro with 64 Kbytes of 
RAM. However, MICRO-PROLOG iS 
available for the Spectrum and new 
implementations continue to appear. 

PROLOG programs do not exhibit the 
familiar flow of control in which the 
first program statement is executed, 
then the second and so on until the last, 
with the odd branch and loop along the 
way. Instead, PROLOG uses a technique 
known as ‘backtracking’. 

In order to solve a query, PROLOG 
works its way down through a chain of 
rules, setting itself a new goal to prove 
each time. If a particular path through 
the chain proves unproductive, PROLOG 

Se Pet 

_ will ‘backtrack’ to an earlier choice 

point and then branch off in a new 
direction. We will be looking at this 
in greater detail later in the series. 

This way of proceeding gives PROLOG 
a very different ‘feel’ compared to any 
other programming language. 
Proponents of logic programming 
stress the declarative nature of a 
PROLOG program. That is, the reading of 
arule as though it were a clause in first 
order predicate calculus — for 
example, X is an uncle of Y if X is male 
and X is the sibling of Z and Z is the 
parent of Y. Yet PROLOG can always be 
read in the more familiar procedural 
style (to prove that:X is an uncle of Y, 
first show that X is male, then show that 
X 1s the sibling of Z, and then show that 
Z is the parent of Y). The availability of 
the declarative reading is something 
that almost all other languages lack and 
it is certainly a very valuable feature for 
helping you understand and therefore 
design and test your programs. 

THE HOME COMPUTER ADVANCED COURSE 1273 



: We continue our digital tracer project by 
assembling the arm components and adding 
the potentiometers and tracer sight. This | 

: will complete the constructional phase of | 
the project, leaving us the calibration and - 
programming, which we will present in the | 
next instalment. 
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GRAPHICS 
REVOLUTION 

In the first of these two articles dealing with 
3-D graphics on the Commodore 64, we 
defined our machine code programming 
objective using a BASIC program. In this 
instalment, we complete the conversion of 
the sasic listing and introduce more 
ape Hoating poms routines. 

The hybrid program (T est I- Rot and ie Rot. Hex) 
developed on page 1256 runs quite quickly. 
However, it is apparent that scanning through the 
adjacency matrix E%(I,J)(which defines the nodes 
that are connected in the frame figure) to: discover — 
which points are to be plotted is slowing the 
program up. To speed things up further, therefore, 
we need to code the remainder of the key BAsic 
loop of the Rotating Cube program (see page 
1259) into machine code and run the entire loop in 
machine code. The result is a satisfying gain in 
speed. 

In order to handle the following mathematical 
calculations: 

X1%=X(1)+159:¥1 %=199- (Z(1)+100) 
X2%=X(J)+159:¥2%=199- (Z(J)+100) 

found in lines 1640 and 1650 of the original Basic 
program, we will need some further interpreter 
calls. Essentially, both of these lines of Basic take a 
floating point variable — X(I), say — and add 159 
(in floating point format) before taking the integer 
part and storing it in two-byte format as X1%. 

The interpreter calls needed to accomplish this 
are as follows: 

@ FLPINT (call address $B1AA): 
This routine takes the integer part of the number in 
FAC and returns the result (if in the range -32767 to 
32767) in lo/hi byte format in the Y and A 
registers, respectively. Note the unusual lo/hi 
order here, which is the reverse of most other 
interpreter routines. 

@ SNGFT (call address $B3A2): 
This routine takes a single-byte integer (in the 
range 0 to 255) from the Y register and places it in 
FAC in floating point format. 

SNGFT is used in the subroutine SETUP of the 
Assembly listing (line 5150). For example, the 
decimal value 159 is placed in the Y index register 
and SNGFT is called to convert it and place the 
result in FAC. After this, MOVMF is used to place the 
result in the five bytes of MEM1. Thus, when we 
want to add 159, it is available for use in MEM1. 

The main problems remaining in converting the 
BASIC loop to machine code concern specifying 
particular elements in the arrays defining the 
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shape to be rotated. Calculation of array pointers 
can prove difficult in certain circumstances. The 
co-ordinate arrays X(I),Y(I),Z(l) pose no special 
difficulties, since in each array we simply add five 
bytes to the pointer to get the address of the next 
element. 7 

The array E%/(l,J) however, being two- 
dimensional, is entirely different. It is arranged 
consecutively in memory as: 

E%(0,0)E%(1,0)E%(2,0)...E%(NP,0) 
E% (051) E%(1;1)E%(2,1)...E%(NPj1) and so on... 

In other words, the array consists of blocks of 
memory, each 2X(NP-+1, bytes long — each block 
corresponding to values of the second subscript 
and each element taking two bytes (as the array is 
an integer array). 

Our plan is to mirror the BAsic code as exactly as 
possible in machine code so the |,J loops — which 
scan E%(I,J) — will go: 

FORI=1TONP 
FORJ=1TOI 

This means that the change in the pointer to 
accomplish a machine code equivalent of NEXT |, 
allowing for the fact we want to skip any elements 
with a first subscript of zero, becomes quite 
complicated. To perform the rotation of the figure, 
the elements of E%(I,J) should be accessed in the 
following order: 

E% (1,1) 
E% (1,2)E% (2,2) 
E%(1,3)E%(2,3)E%(3,3) 
E%(1,4)E%(2,4)E%(3,4)E% (4,4) etc. 

A quick calculation shows that 2<(NP+1) must be 
added to the pointer each time | is incremented. 
The best way to implement this in 6502 machine 
code is to use indirect addressing to access E% (I,J). 
The code for this 1s: 

LDY JINDEX 
LDA (ZPTEMP),Y 

where ZPTEMP is a zero page, two-byte pointer, 
and JINDEX is used to keep track of J. ZPTEMP must- 
also be incremented on each J increment. By 
incrementing ZPTEMP and the Y register, the net 
offset is increased by the necessary two bytes for 
each increment of J. The end result of these 
considerations is that ZPTEMP must be 
incremented by:(2NP-+1)-(I-1) on each iteration 
of the | loop. (I-1) is subtracted from the block 
length because ZPTEMP has already been 
incremented (I-1) times on the (just completed) J 
loop. Using this expression to calculate the offset 
means that ZPTEMP points to the correct byte after | 
is incremented. 

Finally, it would be helpful if we could call an 
interpreter routine to locate the variable E%(I,J) 
for us. One such routine does exist, but 
unfortunately it is tortuous (it deals with all 
possible variable types) and extremely slow, so we 
must do the computation of the offset from the 
address of E%(11) ourselves. 
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MACHINE CODE/ OPERATING SYSTEMS 
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The next section rotatés:tte:c6-ordinates of the 
points defining the thpée cubes tO gain a 45° 
perspective 

The section following defineg*the paints te:be 
connected within the figugé tor each:-of the three 
Gubes using the adjacemCy:atay-E Vets) 

Now the program calls:the 
the necessaryjrotationealculations and draw the 
new figure. THis cali#s:made repeatedly from within 
a loop. rotating the three:cubes through 360° before 
ending 

The following section of program readsiin the data — 
defined above into the arrays X(), Y() apd:Z(), Note 
that for the small cubes, the initial data Valties:ate: 
reduced by a factor of 0.3 poe 
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Speak Up! 
The Apricot Portable is one of 
the first commercial computers - 
to incorporate a speech 

recognition facility as standard. 
Simple words, such as a Series 
of numbers, are input via the 

~ microphone provided. Although 
this is a long way from the sort 
of interactive conversation with 
computers portrayed in films 
like 2001, A Space Odyssey, it is 
an important first step in the 
development of machines that 
understand speech 

PASSWORD 
Alphanumeric 
enabling users to log on to a computer system are 
called passwords, and are widely used in 

combinations of characters 

commercial applications. They prevent 
unauthorised persons from gaining access to the 
system who might ‘steal’ valuable computer time 
or examine confidential information held on the 
computer. 

When a user attempts to log on to a system 
requiring a password, the computer will first 
display a prompt asking for it. When the user has 
typed in the password, the computer will then 
compare the word with that which is held in its 
memory. If the two words are identical, the user 
will be allowed access to the rest of the system. 
Even if someone manages to log on to the 
computer, there may be certain other areas of the 
computer that require further passwords 1n order 
to access them. 
Many large computer database and network 

systems allow you to define your own passwords to 
ensure personal security. Initially, you will be given 

~ a password by the database and, once logged on, 
will be able to change it to your own specification. 
However, this system does have its drawbacks. 
Many large companies have discovered that their 
data processing departments pin the passwords on 
the wall. | 

Other problems result from the lack of 
imagination used in attempts to customise 
passwords. Commonly used passwords include 
the user’s name, birthday, the name of the area of 
the database one intends to enter, ‘Fred’ or, 
simply, ‘Password’. This sort of obvious password 
is a gift to hackers (see page 716) as it makes the 
problem of cracking the codes that much easier. 

PATCH 
When a program does not run correctly it is often 
necessary to add a patch, which is a piece of code 
enabling the program to execute properly. 
Although they are sometimes necessary to help 
correct minor mistakes in a completed listing, 
patches tend to be frowned upon by professional 
programmers. This is because patches tend to be 
used as a quick and simple method of getting the 
program to work. As a result, frequent users tend 
to ignore structure and security in favour of 
eliminating bugs. A large amount of patching 
(which should not be needed if the program is 
written properly) soon becomes self-defeating, as 
the patches will become confused and the resulting 
program will be horrendously difficult to debug. 

Hardware patches are pieces of cable that join 
various components within an electronic circuit. 
This kind of patch, like its software counterpart, is 
sometimes used to make a circuit operate 
correctly. More usefully, however, they are used to! 
make temporary connections onto a patchboard, 
rather like an_ old-fashioned telephone 
switchboard. This type of patching is used in 
synthesisers, certain types of computers and in 
connecting devices together in a network. 
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PATTERN RECOGNITION 
In the field of artificial intelligence, pattern 
recognition is an area of intense research. 
Although the term is usually taken to refer to 
vision and speech recognition, the concept is more 
fundamental. The computer does not have ‘eyes’ 
or ‘ears’, but it can be connected to cameras and 
microphones that convert light and sound into 
electrical signals and transmit them to the 
computer. Thus, pattern recognition is based on 
the interpretation and comparing of these signals 
to patterns held in the computer’s memory. 

If the signal pattern and memory pattern match, 
the computer will ‘recognise’ the pattern. This is 
known as the ‘template’ method of pattern 
recognition — the computer will be programmed 
with, for example, the shape of a square in its 
memory and make a direct comparison with this. 
Although this is the simplest method, it is rather 
crude and uses vast quantities of memory space. 
A more advanced area of pattern recognition is 

the ‘analytical’ method. In this system, the 
computer will examine the shape transmitted from 
a camera, deduce that the corners have nght 
angles, that the edges are of equal length and 
conclude that the pattern is a square. This system, 
although requiring much more _ complex 
programming techniques, is more adaptable and 
requires less memory space. 

Once a computer has been programmed to 
recognise certain patterns, the next step is to 
enable it to identify variations of a basic pattern. 
The field where this is most critical is speech 
recognition. For example, although a computer — 
may have been programmed to recognise the 
spoken word ‘run’, individual users will pronounce 
the word in different ways. Thus, the template of 
‘rurY cannot be too restrictive for a reasonable rate 
of successful recognitions. The answer is to adjust 
the template to take in a band of different pattern 
frequencies, all of which mean ‘run’. The problem 
here, of course, is the enormous amount of 
memory required to store just a few words! 
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